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Learning causal networks from data 

Here, will consider an example from genomics 
that appears very easy, but is not because 

• # dimensions > # samples 

• Confounders are present 

 

Computational issues due to large sample size 

 

 

 



The Genomics Revolution  



Surprising finding 

• Only about 0.1% difference in genome 
between individuals 

• 3 billion base pairs (A/C/T/G) x 2 

• Only millions of differences 

– SNPs (single nucleotide polymorphisms) 

– Insertions 

– Deletions 

– Copy number variations 



Warning 



Personalized medicine 



Personalized Medicine 

Use genetic markers to 

– Understand causes of disease (towards treatments 
and cures) 

– Diagnose a disease 

– Infer propensity to get a disease 

– Predict bad reaction to a drug 

– Predict favorable response to a drug 



Genome Wide Association Studies (GWAS) 

Input:  
A set of individuals each with measurements of 

• A trait (height, have disease X?) 
• Set of genetic markers (e.g., SNPs) 

Output: 

A list of genetic markers correlated or “associated” 
with the trait. 

+ 
list of genetic markers 

DNA from set of individuals 

    



Genome-Wide Association Studies 



GWAS data are big 

• Many interesting traits are 
highly polygenic, with each 
SNP playing only a small role 

• Sample sizes in the hundreds-
of-thousands to millions are 
needed to uncover a 
comprehensive picture of 
genomic influence 

• 10 million variants                      
(# dimensions > # samples) 

Nature. 2010 Oct 14;467(7317):832-8. doi: 10.1038/nature09410. 2010 Sep 29. 

http://www.ncbi.nlm.nih.gov/pubmed/20881960


GWAS data are big and confounded 

• Consider a single SNP with values 
“A” and “T” 

• Suppose two populations differ in 
frequency of the SNP 

• Suppose there are more individuals 
from population 1 with the disease 

• Ignoring population, there is a 
correlation between SNP and trait 

From Balding Nature Reviews Genetics 7, 781-791 (2006) 

SNP  population  trait 

Correlation between SNP and trait is 
spurious: does not reflect a direct causal 
relationship between them 

with disease without disease 



GWAS data are big and confounded 

• Larger data sets often contain individuals from more 
than one population 

• Larger data sets tend to include individuals from the 
same family 

• As the sample size increases, more and more 
individuals are related distantly 



h 

c1 c2 c3 cC s1 s2 s3 sS … … 

y 

If there is an edge between ci and y, then ci is a cause of y. 
 
The only uncertainties are about which edges from SNPs to trait  
are present. 

The causal model for GWAS 



The causal model for GWAS 

h 

s1 c1 s2 c2 s s cC sS … … 

y 

… 

ordered along the genome 



The causal model for GWAS 
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The causal model for GWAS 
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s1 c1 s2 c2 s s cC sS … … 
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The causal model for GWAS 

h 

c1 c2 c3 cC s1 s2 s3 sS … … 

y 

C ~ >100 
S ~ 10M 
N ~ 1M 
Assume y is continuous 
Linear model 



Frequentist approach is common 

h 

c1 c2 c3 cC s1 s2 s3 sS … … 

y 

For each SNP, determine a p-value (e.g., using a likelihood ratio test) where  
the null hypothesis is the lack of an edge from a SNP to y 
 
Very important to control type I error (i.e., bad to say an arc is present when it is not) 

C ~ 100 
S ~ 10M 
N ~ 1M 
Assume y is continuous 
Linear model 

? 



Marginal test often used,  
but leads to spurious associations 

h 

c1 c2 c3 cC s1 s2 s3 sS … … 

y 

Likelihood ratio: p(y|s1) / p(y) 
 
s1 and y are spuriously correlated -> type I error 

? 



Ideally, we would condition on all causal SNPs 

c1 

h 

c2 c3 cC s1 s2 s3 sS … … 

y 

Likelihood ratio: p(y|s1c1…cC) / p(y|c1…cC) 
 
But we don’t know which SNPs are causal 

? 



Which SNPs do we condition on? 

h 

c1 c2 c3 cC s1 s2 s3 sS … … 

y 

Option 1: all of them, except the SNP being tested 
Option 2: some of them (feature selection) 
 
In either case, we need to condition on many SNPs. 
How?  Will it yield good control of type I error? 

? 



One approach:  
Bayesian linear regression (L2 regularization) 

y 

x1 xk 

bi ~ N(0; sg
2) N 

b 
p(b) =  p(bi) 

𝑘
𝑖=1  

… 
y ~ N(m1 + Xb; se

2 𝐈) 

LL  = log 𝒩 𝐲|m1 +𝐗𝛽; 𝜎𝑒
2I ⋅ 𝒩 𝛽|0; 𝜎𝑔

2𝐈  d𝛽 =  log 𝒩 𝑦|m1; 𝜎𝑒
2𝐈 + 𝜎𝑔

2𝐗𝐗T  

- Linear mixed model (LMM) with covariance or similarity matrix K=𝐗𝐗T 

- Gaussian process with a linear covariance (kernel) function 



Does this approach control type I error? 

Thousands of synthetic-data experiments: 

• Synthetic SNPs (40K; N=4k) with varying degrees of population 
structure and family relatedness 

• SNPs from real datasets (~500k; N=~5k) 

• Synthetic traits generated from the causal model with varying 
number of causal SNPs, varying linear-regression weights  

• Feature selection: marginal regression, forward/backward 

 



Feature selection via marginal regression 

1. Create random train-test partitions of the individuals 

2. For each partition 

a. Use the training data to compute univariate linear-regression P values 

on each SNP 

b. Order the SNPs by increasing P value 

c. For numSNPs in {0, 1, 2, 4, …} use the first numSNPs as features in an 

L2 regularized predictor, and compute the predictive log likelihood of the 

test data 

3. Choose the value of numSNPs that maximizes the sum over the partitions 

of the predictive log likelihood of the test data 



Which SNPs do we condition on? 

s1 

h 

c1 c2 c3 cC s2 s3 sS … … 

y 

Option 1: all of them, except the SNP being tested 
Option 2: some of them (feature selection) 

? 



c3 

Which SNPs do we condition on? 

s1 

h 

c1 c2 cC s2 s3 sS … … 

y 

Option 1: all of them, except the SNP being tested 
Option 2: some of them (feature selection) 

? 



Generate SNPs 
    M = 50,000 SNPs and N = 4,000 individuals 

    Family relatedness: 10 offspring per parent pair 

Randomly choose a subset of C SNPs to be causal 

Generate trait from causal SNPs with noise 𝑁(0, 𝜎𝑒
2) 

    bs drawn from 𝑁(0, 𝜎𝑔
2/𝐶) 

 

Generate three of each of the following (450 data sets): 

• Number of causal SNPs: 10, 50, 100, 500, 1000 

• 𝜎𝑔
2 / (𝜎𝑔

2 + 𝜎𝑒
2): 0.1, 0.2, 0.3, 0.4, 0.5, 0.6 

• Degree of family relatedness; fraction of individuals 

belonging to a family: 0.5, 0.6, 0.7, 0.8, 0.9 

 



Which SNPs do we condition on? 

c3 s1 

h 

c1 c2 cC s2 s3 sS … … 

y 

Option 1: all of them, except the SNP being tested 
Option 2: some of them (feature selection) 
 
L2 regularization leads to good control of type I error 
(surprising given the degree of model misspecification) 

? 



Likelihood: 

Large sample size and computational issues 

Recall: N ~ 1 million; # SNPs M ~ 10 million 

Linear mixed models are computationally 
expensive: 

• Evaluation of the likelihood for parameter 
learning and hypothesis testing requires 
manipulations of the similarity matrix K which 
are 𝑂(𝑁3) 

• To test M SNPs is 𝑂(𝑀𝑁3) 



Factored Spectrally Transformed (FaST) LMM 

Runtime is 𝑂(𝑀𝑁) 

 

nature|methods September 2011 

FaST-LMM 

EMMA-X EMMA 



FaST-LMM 

Joint work with: Christopher Lippert, Jennifer Listgarten, et al. 

where 𝐔, 𝐒 are given by 𝐊 = 𝐔𝐒𝐔T 

Trick 1: Can transform a LMM into linear regression 
by rotating the data using the spectral 
decomposition of the similarity matrix. 

Runtime is O(MN2) 

𝒩(𝐲|𝜇𝟏; 𝜎𝑔
2𝐊+ 𝜎𝑒

2I) 𝒩(𝐔T𝐲|𝜇𝐔T𝟏; 𝜎𝑔
2𝐒 + 𝜎𝑒

2I) 



FaST-LMM 

Joint work with: Christopher Lippert, Jennifer Listgarten, et al. 

Trick 2: Use 𝑘 < N SNPs to compute similarity between 
individuals. 

Because 𝐊 = XXT, the spectral decomposition can be obtained 
without explicit computation of 𝐊.  

The runtime becomes O(MN𝑘). 

 

N 

N 

k 



How to select the conditioning SNPs? 

• Adjacent SNPs are highly correlated due to recombination 

• Select every kth SNP (or use the actual correlations to guide the selection) 

• Open question: how many SNPs are needed to adequately control type I error? 

h 

s1 c1 s2 c2 s s cC sS … … 

y 

… 



Summary 

• Even when causal learning is “easy”, high 
dimensionality, confounders, and large sample 
size can make things tough 

• In this genomics problem 

– To control type one error, need to condition on all 
SNPs (with LMM/L2 Bayesian linear regression) 

– Algebra enables tractability 
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